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Abstract
This paper explores how mental models affect the analysis of dynamic strategic interactions. We develop
an explanation-based view of mental models founded on a regression analogy and implement this view in
simulations involving market competition between two firms with possibly differing mental models
regarding the structure of demand. The paper addresses the following questions: (1) How sticky are
incorrect mental models and how are market observations interpreted in such models? (2) What is the
impact of the interaction of different mental models on each firm’s learning? (3) Can firms with less
accurate mental models outperform firms with more accurate mental models and, if so, why? We find that
incorrect mental models can easily “rationalize” market outcomes and shape how a firm and its rival
learns. Furthermore, this learning process does not push the firms to make increasingly convergent output
choices, but rather causes those choices to diverge slowly. Finally, we identify situations where the firm
with the less accurate mental model outperforms the firm with the more accurate mental model.

Keywords: Mental models, learning, strategic interactions, rationalization, explanation-based view

Management Department, Wharton School, University of Pennsylvania, Philadelphia, PA 19104
armenon@wharton.upenn.edu and Strategy Unit, Harvard Business School, Boston, MA 02163 dyao@hbs.edu,
respectively. The authors thank Gautam Ahuja, Hillary Greene, Daniel Levinthal, Nicolaj Siggelkow, and workshop
participants at CMU, Haas, HBS, Michigan, Minnesota, and Wharton for helpful suggestions and Osama Arif,
Christian Covington, Young Hou and Kevin Yang for able research assistance. Initial work on this project was done
while Yao was a visiting scholar at the Haas School, UC Berkeley.
1

1.0 Introduction
Mental representations are fundamental to decision making. Such representations convert big
problems that are unbounded, complex, intractable, and causally ambiguous, down to the level of “small
world” problems (Craik, 1943) which can be more easily “solved.” (Levinthal, 2011) This paper explores
how mental models (Johnson-Laird, 1983) affect the analysis of dynamic strategic interactions. Our
exploration consists of two parts. First, we develop an explanation-based view of mental models founded
on a regression analogy. This explanation-based view is inspired by work on revolutions in scientific
paradigms (e.g., Kuhn, 1970) and is consistent with work in judgment and decision making (e.g.
Brunswik, 1952; Hursch, Hammond & Hursch, 1964). Second, we apply this view in simulations
involving duopoly market competition.
We begin from the premise that firms often possess inaccurate mental models about the
characteristics and forces shaping their environment. Our particular focus is on the explanations a firm
has about the forces that drive demand. In our simulations, a mental model consists of an explanation of
demand, possessed and routinely updated by the firm, relating one set of observations that the firm deems
relevant to driving demand (e.g., independent variables) to another (e.g., dependent variable). This
approach follows prior work that has modeled mental representations as linear weighted models of cues
(e.g. Brunswik, 1952; Hursch et al., 1964; Csaszar, 2014). We posit a “true model” that consists of
explanatory variables and parameters that accurately reflect the environment. Mental models that have the
same independent variables as the true model are termed structurally correct mental models and those
that include variables that are not in the true model or that have fewer variables than the true model are
termed structurally incorrect mental models. Structurally correct mental models may differ from the true
model because the estimated parameters, the coefficients of the independent variables, differ. Thus, a
mental model is a relatively simple yet flexible model that is calibrated by observations that a firm seeks
to explain.
We chose the market competition setting because while the economics of the interaction are
straightforward, they are also critically tied to each firm’s understanding of demand. Models of demand
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lend themselves to our explanation-based approach to mental models, while the highly-structured market
interaction increases the contrast between outcomes with and without correct mental models, thereby
easing interpretation of our results. More specifically, we model a multiple-period Cournot competition
involving two profit-maximizing competitors who make optimal single period quantity choices in each
period. Prices emerge from an underlying true demand function about which firms have their own mental
models. At the end of each period, each firm estimates the parameters of their mental model of demand to
reflect the updated history of market observations. Firms use their mental model of demand to choose the
next period quantity, thereby endogenously generating a set of new observations from which the firm
learns. Importantly, it is the interaction of the choices of both firms that generate the observations to be
explained.
In this context, we explore the following questions. How sticky are incorrect mental models, and
how are market observations explained by such models? What is the impact of the interaction of different
mental models on learning? Can firms with less accurate mental models outperform firms with more
accurate mental models and, if so, why? Among other results, we find that firms with structurally
incorrect mental models can easily rationalize market outcomes through incremental adjustments to the
incorrect model. Such adjustments avoid strongly disconfirming observations and, when coupled to good
performance, create little incentive to search for truly new explanations. Furthermore, in the Cournot
market competition setting we study, the learning dynamic with differing mental models does not push
the models towards convergent output choices, but rather, causes those choices to diverge slowly. This
divergence occurs because the firms’ choices create observations that reinforce the differences in the
respective models. Finally, when the primary inaccuracy of one mental model versus another concerns the
slope of demand, a class of situations exist wherein the firm with the less accurate mental model
outperforms the firm with the more accurate mental model.
One would expect firms to exhibit some heterogeneity in the accuracy of mental models they hold
even if they compete in the same market. Along these lines, we identify three categories of markets. The
first category consists of markets in which all firms hold structurally accurate mental models, though the
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exact models may somewhat differ. In the second category, all firms hold similar but inaccurate mental
models and, in the third, some firms hold accurate mental models while others hold inaccurate models.
Mature markets or industries would mostly fall into the first two categories. The third category would
include markets that are rapidly evolving (e.g., new technology and new entry settings where incumbents’
mental models would quite commonly differ from the models of entrants). In emerging markets driven by
innovation, one would expect a wide diversity of models in the early phases of the technology life cycle
(Tushman & Anderson 1986) and the presence of “framing” contests (Kaplan, 2008). We examine all
three categories.
What are some of the implications of our research for making sense of the patterns we observe in
strategic interaction settings and for suggestions for improving firm performance? Persistence of
inaccurate mental models is a traditional concern of top management. The regression analogy suggests
that a prime culprit for such persistence is the flexibility associated with many mental models which
allows otherwise discordant observations to be rationalized. This is unsurprising to academics who value
theories that make strong testable predictions and who look carefully for counterexamples (e.g., JohnsonLaird, 2006). Many organizations, however, may not truly employ such a testing mentality, perhaps
because they are confident in their mental model or perhaps because testing may undermine a unity of
alignment, vision, and culture that is in itself valuable to success. Furthermore, the learning mechanism
itself may perpetuate inaccurate mental models even with otherwise rational, optimizing agents. If
management does not understand how the organization learns, it may be lulled into a false sense that they
do indeed test…when they are testing the wrong things.
In addition to the problems associated with easy rationalization and faulty learning mechanisms, a
further unsettling possibility is raised in our research. If firms are induced to search for better mental
models by poor financial performance, whether relative or absolute, firms with relatively more accurate
mental models will, at least in a large class of circumstances, have greater incentive to search for better
models than firms with less accurate models. Paradoxically, in those circumstances, firms with less
accurate mental models may be more satisfied with their model than their rivals who hold more accurate
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models. Thus, superior performance may relatively blunt the imperative to improve understanding: over
time market competition will not always favor firms with superior mental models over firms with inferior
models. To be sure, we do not study how firms came to hold their initial models and, while allowing
revisions to a core mental model and examining indicators that might prompt a search for a structurally
different mental model, we do not directly focus on the processes associated with the decision to change
the core model. More research along these lines is needed.
Finally, we believe that mental models can be understood as important commitments that have
potentially enormous consequences when there is heterogeneity across such mental models in a market. In
some cases, the mental models are “unconscious commitments” in the sense that both the organization
holding the commitment and its rivals may be unaware of the nature of the commitment. The stealth
consequences of such unconscious commitments may be underappreciated. In cases where some or all
organizations recognize that different mental models exist in a market, the commitments are no longer
unconscious, and fall into the category of more traditional commitments which can be managed for
strategic advantage.
2.0 Literature Review
The notion that individuals think using simplified mental models has a long and rich tradition in cognitive
psychology and cognitive science (Holland, et. al., 1986; Holyoak, 2013). In 1943, the British
psychologist Kenneth Craik (Craik, 1943) proposed that mental representations could serve as a “smallscale model" of reality that would allow individuals to simulate the consequences of their actions, and laid
the foundation for the study of mental models in psychology. The idea gathered significant momentum in
the 1970's, and researchers began exploring various aspects of mental models. It was found that experts in
a domain had very different mental models of that domain compared to novices, across a variety of
domains from chess (Chase & Simon, 1973), to mechanics (McCloskey, Caramazza, & Green, 1980), and
electricity (Gentner & Gentner, 1983). Thus, different individuals “saw" the world differently.2

The wealth of studies on analogies also stress the importance of the relationships between different concepts in
mental representations (Gentner, 1983; Holland, Holyoak, Nisbett, & Thagard, 1986; Holyoak, 2013). Another
2
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Our work is most closely related to the literature that examines the impact of mental
representations on strategic performance. In this section we examine how models of mental
representations have been developed to explore organizational search and then turn our attention to the
somewhat sparse literature which considers the impact of mental representations on strategic interactions.
Mental Representations, Learning, and Search
A variety of approaches has been used in the organizational and strategic management literatures to
address mental representations in search, as well as changes in those representations. Some of the work
has been case oriented, e.g., (Tripsas & Gavetti, 2000), other work has offered conceptual frameworks
based on multiple case examples, e.g., (Gavetti & Rivkin, 2005; Kim & Mauborgne, 2004; Prahalad &
Bettis, 1986), while more formal analysis has been done using NK simulation models, some prime
examples being (Csaszar & Levinthal, 2016; Gavetti & Levinthal, 2000; Gavetti, Levinthal, & Rivkin,
2005).3 The NK models represent a firm’s decision problem in terms of local search over a rugged
landscape of fitness values and represent an implementation of bounded rationality (Cyert & March,
1963; March & Simon, 1958; Simon, 1947).4
Recently, simulation models have also been used to examine organizational problems such as
coupled learning. Knudsen and Srikanth (2014) and Puranam and Swamy (2016) consider a problem in
which organizational search for improved payoffs results from the joint actions of two groups whose
learning is potentially confounded by differing mental models or differing initial beliefs. Both papers
explore these problems through agent-based simulation models in which actors search for better locations
in a landscape of possibilities. Like these papers, we explore the implications of coupled learning which is
stream of work has explored the formal logical implications of a mental model-based reasoning process (JohnsonLaird, 2010, 2013 for reviews), and has found significant experimental evidence of violations of classical deductive
logic, as well as support for the use of mental models, in human reasoning.
3 Csaszar and Levinthal (2016) focus on a classic choice facing a firm, that is, whether to invest in short-run
performance by searching for improved performance given a current, but potentially inaccurate, mental
representation or to invest in longer-term performance by searching for improved mental representations.
4 Our modeling approach is quite different from the NK models that have been the foundation of much previous
work on mental representations and search in strategy. Mental models in our perspective are explanations for what a
decision maker has observed. In our model, the different decision makers may not only have potentially different
mental representations from each other, the observations themselves, and hence the evolution of the mental models,
are endogenous to their market actions. Thus, as opposed to being the locations on a landscape where one has been,
these observations are the knowledge with which the decision maker creates and updates mental models.
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found to be sometimes dysfunctional. However, actors in our model have mental models represented by
“regression equations” that they attempt to refine in light of current and past data and, because we focus
on market competition, the mechanisms through which firms learn are quite different, especially given the
explicitly competitive setting of the market.
Our regression-inspired model of mental representations follows in the footsteps of Brunswik’s
(1952) “lens” model, where an individual assigns different weights, based on experience, to different
“cues” in order to predict the value of some environmental variable. This model has in turn inspired many
theoretical and empirical studies in judgment and decision making (see (Karelaia & Hogarth, 2008) for a
review of experimental studies). Recently, Csaszar (2014) has adopted the linear regression
implementation of the Brunswik model to capture mental representations, and used it to study the
performance implications of different decision aggregation rules in organizations faced with uncertain,
complex worlds. Our model differs in being explicitly dynamic in that a firm’s mental representation is
updated each period to reflect new observations that were generated endogenously through firm choices
based on the previous period’s representations.
Mental Representations and Competition
Our emphasis on the impact of mental representations on strategic interaction have antecedents in the
literature on competition and cognition (e.g. Baum & Lant, 2003; Porac, Thomas, & Baden-Fuller, 1989),
interdependencies and competition in search on an NK landscape (Lenox, Rockart, & Lewin, 2007), and
literature on self-confirming equilibria which build on Fudenberg and Levine (1993).5
With regard to the self-confirming equilibrium literature, our work is most closely related to
Ryall (2003) which uses the equilibrium concept to examine how firms operate under “subjective
rationality” in which suboptimal strategies may persist because resulting outcomes do not contradict
expectations. As in Ryall’s paper, we explore the persistence of incorrect mental models that involve
simple models of competition. We depart from Ryall by introducing an explanation-based mental model
as the means through which a firm understands its environment and learns from what it observes. This
5

See de Figueiredo Jr, Rakove, and Weingast (2006) for a political science application of self-confirming equilibria.
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approach means that we do not insist on self-confirming equilibria because our firms adjust their theories
of how the market works to fit what might otherwise be contradictory data. After adjusting their theories,
firms in our model make choices that generate new data, which are again processed through the model. In
this environment, firms with incorrect mental models can outperform those with correct mental models in
a class of situations, which contrasts with the results found by Ryall.
3.0 Description of Basic Model
We use a simulation model to analyze a multi-period competition between two firms that produce a
homogeneous product. In each period, each firm chooses the quantity it will produce according to its
beliefs about the underlying demand curve and the costs of production. A key feature of the model is that
the true underlying demand curve is unknown to the firms: each firm estimates demand based on its
individual mental model regarding the structure of demand, which is “calibrated” to reflect market
observations. Because our objective is to explore the implications of different mental models for
competitive interactions, we limit the differences between the competitors to their mental models of
demand and what they can individually observe. Other aspects of the interaction are modeled as being
correctly known by each player.
The model consists of a demand-generating process built around random period-by-period shocks
and a choice model in which each firm chooses its single-period optimal quantity given its beliefs about
demand. The choices of the firms result in a market price that the firms observe and use to update their
beliefs about the underlying demand curve. We begin by describing the demand structure of the model
and then describe how this structure is implemented in the simulation.
True Demand Structure
Market demand is given by a true demand function
𝑝𝑡 = 𝛼 + (𝛽1 𝑥1,𝑡 + 𝛽3 𝑥3,𝑡 )𝑄𝑡
with price pt and market quantity Qt at period t. Demand is assumed to be linear with intercept α and a
slope 𝛽1 𝑥1,𝑡 + 𝛽3 𝑥3,𝑡 (with the values of 𝛽1 , 𝛽3 , 𝑥1,𝑡 , and 𝑥3,𝑡 such that the net slope is negative). We
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depart from conventional formulations of demand by including demand shock variables xi,t. These
variables represent period-by-period changes in the nature of demand that are observable prior to when
firms make their quantity decisions and can be thought of as capturing a temporal change in demand due
to, say, prices of complementary goods (e.g. gasoline) or changes in fashion. As implemented, the value
of the variables xi,t change the slope of demand in each period. We model these variables as being
independently drawn each period from a distribution with mean one and standard deviation σ. As will be
described next, we model differences in mental models on these variables.
A Firm’s Mental Model
A firm’s mental model explains price as a function of explanatory demand shock variables and the total
quantity. Firms may differ in which explanatory demand shock variables they consider relevant. Each
period the firm updates its demand function “regression” to better fit the history of observations regarding
these variables, own quantity choices, and market price. A firm’s mental model also includes its beliefs
about other environmental characteristics relevant to the quantity choice problem and beliefs about the
other firm’s mental model of demand.
We begin by describing a firm’s own beliefs about demand. In the model, there are two types of
differences between a firm’s mental model of demand and the true demand (and correspondingly between
the mental models of the firms). These differences are in the structure of the model itself, that is, in
possibly having different explanatory variables, and the coefficients that calibrate the model to the data.
Models that have the same explanatory variables as the true model are discussed as structurally correct
mental models and those that include variables that are not in the true model (or that do not have all the
variables of the true model) are termed structurally incorrect mental models. When two models have the
same structure but different coefficients, we refer to them as being variants of the same model.
Both structurally correct and incorrect mental models include a common x3 demand shock
variable, which is a component of the true demand model. We refer to this variable as the “industry”
variable, which is interpreted to be a demand shock that is known to all in the industry. Differences in
mental models across firms are limited to the “idiosyncratic” demand shock variables, either the correct
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variable x1 or an incorrect variable x2. These idiosyncratic shocks should be thought of as adjustments to
the industry variable and by themselves do not need to have a negative slope effect on demand, though
net demand slope must be negative. The values of all of these shock variables are randomly drawn each
period from independent distributions. Thus, structurally correct and incorrect mental models have the
structures 𝑝𝑡 = 𝑎 + (𝑏1 𝑥1,𝑡 + 𝑏3 𝑥3,𝑡 )𝑄𝑡 and 𝑝𝑡 = 𝑎 + (𝑏2 𝑥2,𝑡 + 𝑏3 𝑥3,𝑡 )𝑄𝑡 , respectively, where the 𝑎 and
bs are coefficient estimates for the perceived demand parameters. At the start of the market competition,
each firm has priors regarding the coefficients associated with its mental model.
We make several additional assumptions regarding the mental models of demand. First, it is also
assumed that the firms have no idea about what variable might constitute the idiosyncratic portion of a
rival’s model.6 Thus, we need a second assumption regarding beliefs about the rival’s mental model. We
adopt a “self-reflective” assumption under which the focal firm believes that its rival has the same mental
model as it does. An alternative assumption regarding the rival’s mental model would be that the rival
model is based on the industry variable x3. We consider this “industry model” later in the paper. The third
assumption is that the focal firm does not change the structure of its own mental model of demand (e.g., it
cannot track other models and compare their explanatory performance against the incumbent mental
model). Finally, for simplicity of interpretation, it is assumed that the underlying true structure of demand
does not change and that the firms know this. Hence, all market observations (historical and current in
any given period) are equally relevant in the estimation of the coefficients of the mental model.

Conventional treatments of strategic interaction in the strategy and economics literatures assume a strong form of
common knowledge among the players in which the players' mental models are consistent and differences among
the players are handled as private information. This approach has significant advantages in terms of limiting the set
of possibilities to model and in terms of structuring the analysis, but arguably fails to capture the essence of
interactions where competitors hold non-trivially inconsistent mental models. Recent work in epistemic game
theory (see, e.g., Perea (2012)) has relaxed some of these conventional assumptions, showing that in some instances,
weaker assumptions about the beliefs of the actors suffice to guarantee classical equilibria, e.g. (Aumann &
Brandenburger, 1995). Yet, the actors are still assumed to have complete beliefs (over all states of the world) and
have infinitely hierarchical ones. For example, in some cases, it has been shown that common knowledge of
rationality can be replaced with the much weaker assumption of mutual knowledge of rationality (Aumann and
Brandenburger 1995). In these cases, actors can have different beliefs, but they are undergirded by a common prior
and private information that justifies these beliefs, and thus, the system of beliefs is consistent. This is
fundamentally different from our approach where the beliefs need not be consistent, and are not assumed to be
derived from a common prior.
6
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Competition and Supply Side Model
We adopt a Cournot competition model in which each firm chooses its production quantity to maximize
its expected current period profits given each firm’s cost function, current period demand shock
observations, and the firm’s mental model about demand. This model of choice is myopic in the sense
that neither firm is solving the dynamic game which would involve, for example, making non-optimal
short run quantity choices to learn about the structure of demand (or even to confuse one’s opponent
about demand) and having those experiments anticipated by the rivals.7 Each firm also has the same
constant marginal cost of production, which is known to both firms. In the base model, we assume that
firms cannot observe each other’s production quantity. (See discussion below.) In a robustness check
variant of our base model, we allow firms to observe each other’s quantity while modeling each firm’s
marginal cost as private information.
Comments Regarding the Assumptions of the Model
In this model, the only difference, if any, between the two firms in the structure of their mental models is
in their belief about the demand shock variable (x1 or x2) and their associated belief about their rival’s
mental model. Firms are assumed to have the same beliefs about all other aspects of the setup.
We focus on a mental model of demand in a duopoly interaction because of the familiarity of this
canonical market setting. The simplicity of the underlying mental model construct reduces the number of
relevant market observables as well as greatly simplifying the underlying inference problem faced by the
firms.
Choosing a simple setting has the benefit of making the mechanisms of action more transparent,
but creates a harsh modeling setup where, if firms compete with homogeneous products with market price
and total market quantity observable, there is no inference problem associated with true underlying
demand.8 Hence, we chose to assume market price was observable but not rival quantity (i.e., total market

See Aghion, Espinosa, & Jullien (1993) for a model of dynamic learning through experimentation in an economic
model of oligopoly competition.
8 To see this, consider the situation where all relevant variables were perfectly observed by both agents. In such a
situation, they would very quickly realize that their mental models were inconsistent with reality and something
7
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quantity). This assumption not only is sufficient even in our sparse context to allow imperfect mental
models to potentially persist, it also characterizes many markets.
Markets vary in terms of a firm’s ability to observe market quantity or, equivalently from the
standpoint of demand estimation, even the market price with certainty. In many cases, quantity is easy to
determine because of various regulatory reporting requirements. This would be the case in automobiles
where registrations are publically observable or airlines which offer a simple product across distinct
geographic markets. In other industries, quantity (or price) is not always observable at the precision
needed to lead to a good understanding of demand. Observability problems may result from a number of
sources including unclear market or product definition, private contracting, incentives to misrepresent
sales, incentives to misrepresent target market, and so on. Market definition is frequently an issue because
the boundaries of differentiated product markets are ill-defined and relevant data is often aggregated
above an individual product level.9 Prices are often difficult to know in business-to-business markets
where sales terms are privately negotiated or where rebates are common and depend on sales. Sometimes,
even the product or service itself may be somewhat hard to quantify. For example, video game sales are a
combination of distinct product purchases, on-line use, and upgrades.10
Finally, it is important to discuss why a simulation approach makes sense here. The core of our
model is an approach to mental models which requires us to simulate data that the firm explains via a
regression. We use an analytical model to provide an economic logic for firm choice. These choices

would need to change, usually the mental models (though sometimes, through denial or such, the perception of
reality).
Hindustan Lever, for example, arguably misunderstood for many years the demand structure of the Indian
detergent market because it failed to fully appreciate the inroads that Nirma, a lower-cost domestic detergent
producer, was making on HUL’s market (Angeli & Jaiswal, 2015). While the HUL example could be an example of
incumbent hubris, there are examples where entrants affirmatively attempt to lull incumbents into thinking that they
do not have much overlap in buyer segments. When Palm launched its personal data assistant and operating system,
it reportedly positioned itself as a complement rather than a substitute for the PC (Yoffie & Kwak, 2001)
10 Dan Gallagher, “Tracking Videogame Sales is Tougher Than You Think,” WSJ July 26, 2016, p. C8. Inference is
further complicated by changes in demand (e.g., due to income or preference changes or changes in the
prices/quality of key complements) and active efforts of some firms to undercut rival attempts to learn about demand
through market experiments (e.g., running big sales when a rival is test marketing a competing product in a test
market).
9
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endogenously generate the noisy data that become the basis for period-by-period updates to the mental
models.
Description of the Competitive Interaction Simulation
At the beginning of each period, each firm observes the demand shock values associated with its mental
model. That is, if a firm’s mental model of demand is based on x2 and x3 in period t, it will observe x2,t and
x3,t but not x1,t. If both firms have the same structure of demand they observe the same demand shocks.
After observing the relevant shocks for its mental model, each firm simultaneously chooses production
quantity to maximize expected profits (E(pt)-c)qit for that period given its mental model of demand, its
beliefs about the model its rival holds, and the rival’s belief about its mental model.11 Given these
quantity choices, the market clears on the true demand function, resulting in a price that is observed by
both firms. Then, given this new price observation and the firm’s own choice of quantity, the firms
recalibrate their mental models to best fit all prior observations. This recalibrated mental model of
demand is then used to choose quantity in the next period.
Before this interaction begins, each firm has an initial prior representing some experience outside
of the market, that can be thought of as a set of initial coefficients a, bi, and b3 for a firm’s mental model
that inform its quantity choices. The simulation handles the initial prior by generating “preplay data”
consistent with the initial priors. These data are then used as part of the estimation of a firm’s mental
model regression. Thus, as the simulation progresses, calibrations of the mental models depend on
observations from the history of market interaction and this preplay data.12 See the appendix for more
details on the simulation.
4.0 Analysis
We present a series of simulation runs that examine the impact of mental models on competitive
interactions, particularly when these mental models deviate from the true demand function. The two
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The optimal Cournot quantity choice is 𝑞𝑖 =

𝑎−𝑐
−3∗(𝑏𝑖 𝑥𝑖 +𝑏3 𝑥3 )

The role of these priors in the mental model dynamics, and the learning it entails, is rather interesting. We are
exploring these issues in depth in a companion paper to the current one.
12
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dimensions that we explore are (1) the structural correctness of the mental models, and (2) the symmetry
of the mental models.
Choice of Parameters for Simulation Model Runs
To run numerical simulations of the model, we first select sets of parameters that determine the true
demand function, specify each firm’s marginal cost, and introduce a production capacity constraint. In our
simulations we choose parameters so that the true demand function is:
𝑝𝑡 = 100 + (𝛽1 𝑥1,𝑡 − 10𝑥3,𝑡 )𝑄𝑡
With the value of 𝛽1 being chosen from one of two cases, either -5, the negative idiosyncratic variable
case, or +5, the positive idiosyncratic case. All simulations are run for both these cases. In each period, x1
and x2 are drawn from independent normal distributions with mean 1 and standard deviation 0.3. We set
the intercept to be 100 and the coefficient of the x3 common term which is part of both correct and
incorrect structural models to be -10. The constant marginal cost is set to 50 and each firm is assumed to
be capacity constrained at 5 units. The reported simulation outcomes are average values over 10,000 runs.
In each set of simulation runs discussed in Subsections 4.1-4.3, we begin with the negative
idiosyncratic variable demand case and then compare it to the positive idiosyncratic variable demand
case. The priors held by the firms are set equal to the values of the actual parameters. Thus, a firm holding
a structurally correct mental model will begin with the correct model both in terms of structure and
coefficient estimates. A firm holding a structurally incorrect structural model will begin with the same
coefficient value (e.g., in the negative idiosyncratic variable case, initial 𝑏2 = −5), but that value, of
course, has no particular relationship to the truth.
We review the results in sets of figures. First, we examine the evolution of each firm’s mental
models over time. Given the fixed structure of the mental model, the evolution can be seen in terms of the
changes in the estimates for the coefficients of the idiosyncratic variables (i.e., x1 or x2), the coefficient of
the common x3 variable, and the intercept. Then we examine the market implications of the interactions
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of these mental models with particular focus on the quantities chosen, the resulting market price, and firm
profits over time.
4.1 Benchmark Case: Duopoly Competition with Structurally Correct Mental Models
As a benchmark case, consider the situation where both firms have structurally correct mental models (i.e.
both have x1 in their mental model). As mentioned earlier, we look at two scenarios, one where the
idiosyncratic variable (x1) has a negative impact on the slope, and one where it has a positive impact. For
the negative idiosyncratic variable case, Figures 1A-C and 1D-F depict the changes in particular
components of each firm’s mental model over time, and changes in market choices and outcomes over
time, respectively. Because the firms begin with entirely symmetric mental models and update using the
same market observations, they continue to hold the same mental model over time and have symmetric
outcomes.
Figures 1A-C show a reassuring pattern for the average slope coefficient and intercept estimates:
from the start, the estimates track those of the true demand parameters. Figures 1D-F show quantities of
nearly 1.17 resulting in prices of about 66.5 and each firm earning profits of about 19.6. The positive
idiosyncratic case shows the same pattern with respect to the mental model but results in individual firm
quantities, market price, and individual firm profits of 3.45, 73.5 and about 92 respectively. (Since the
slope is less negative in the second case, the expected quantities, prices, and profits should be higher there
than in the negative idiosyncratic variable case.)
Figures 1A-F:
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These simulation results can be compared to the optimal single-period quantities (and resulting
Cournot duopoly market price and profits) using the true demand function. The analytical solutions for a
Cournot duopoly setup with the demand curve assumed earlier are both firms producing around 1.11 in
the negative idiosyncratic variable case (with the net slope of the demand curve at -15), and 3.33 in the
positive case (with the net slope at -5).
Given the unobservability of rival quantity, the updating of one’s mental model based on market
price observations depends on what quantity a firm thinks its rival chose. Under our “self reflective
belief” assumption each firm is unaware of alternative mental models and believes that its rival has the
same mental model as itself. When the structural mental model and the priors are the same, the inability to
observe rival’s quantity does not matter as the belief about the rival’s mental model and the rival’s actual
mental model coincides. Learning about the demand function is not distorted and, hence:
Observation 4.1: For duopoly competitors that both hold the same structurally correct mental model of
demand (and the correct priors), the average estimated coefficients are estimated at the true values.
Having shown that the basic setup delivers the results that we expect, we now explore the more
interesting cases that address the larger questions regarding learning in the presence of incorrect mental
models. In our setup, there are two ways in which dysfunctional learning could occur. First, by having the
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wrong idiosyncratic demand slope variable in one’s mental model, the way a firm rationalizes the
observed market outcomes can lead to movement away from the truth. Second, when a firm has incorrect
beliefs about the mental model of its rival, it can incorrectly estimate the rival’s action, and this, in turn,
can lead to dysfunctional rationalization. We build the intuition about these processes gradually by
starting with the case where both firms have the same structurally incorrect mental model, so that only the
first effect is in play (since both firms estimate the rival’s actions correctly in such a setup), and then
examining the case where the firms have different mental models, one structurally correct and the other
incorrect, so that both effects are in play.
4.2 Duopoly Competition with Structurally Incorrect Mental Models
We now examine how each firm’s mental model and market outcomes change over time when both firms
have the same structurally incorrect mental model. Similar to the case above, the simulation runs involve
both the -5 and the +5 values for the idiosyncratic term. As mentioned earlier, the priors are set in such a
way that the prior on the coefficient on the incorrect variable x2 is the same as the true coefficient on the
correct variable x1 in the actual demand function (this has no particular meaning, other than to make the
various simulation runs comparable). Because of the mismatch between each firm’s mental model of
demand and the true demand, the estimated coefficients for the idiosyncratic variable and the common
variable, as well as the intercept, adjust to best fit the data history.
Figures 2A-C show the results for the negative idiosyncratic demand slope coefficient, the
common slope coefficient, and the intercept, respectively. The idiosyncratic coefficient estimate increases
from -5 to -3.73 in the first 20 periods, then increases to -3.17 by period 100. Meanwhile, the common
term coefficient falls from -10.0 to -11.05 in 20 periods and to -11.65 by period 100. The intercept falls
slowly from 100 to 99.07. Figures 2D-F plot market outcomes over time for this scenario. The positive
idiosyncratic variable case is a mirror image of the negative idiosyncratic variable case.
The symmetry of the mental models implies that both firms are correctly predicting their rival’s
quantity choices and that they update in response to new observations in the same way. However, because
both firms hold structurally incorrect mental models it takes over 40 periods on average for the coefficient
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estimates to become “rationalized” (i.e., relatively stable). Recall that when both firms have structurally
correct mental models, the coefficients are correctly estimated on average from the start.
Figures 2A-F:

Also interesting are the comparative results between mental model and market outcomes
involving competition between firms with the same structurally correct mental model (discussed in
Section 4.1) and competition between firms with the same structurally incorrect mental model (discussed
above). In these simulations, the incorrect mental model resulted in firms choosing larger quantities (1.19
vs. 1.17 for structurally correct) in the negative idiosyncratic term case and smaller quantities (3.35 vs
3.47) in the positive case, resulting in lower prices in the negative coefficient case (about 66 vs 66.5) but
(slightly) lower prices in the positive case (72.8 vs 73.5) and lower profits in both cases (18.4 vs 19.7,
and 84 vs 92).
A closer examination of the outcomes of the simulation runs show three effects that form the core
of the first dysfunctional learning channel, and provide an explanation for these quantity and profit
effects. For ease of presentation, we focus on the negative idiosyncratic variable case; the analysis holds
symmetrically for the positive case. The three effects are: first, a flattening of the idiosyncratic variable
slope; second, a slight steepening of the common variable slope; and finally, a relative decrease in the
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intercept term. To understand these, let us consider how learning happens in this model. In an
explanation-based mental model, learning centers around making sense of new observations. In our model
the source of new observations are the exogenous shocks to the slope of demand (independent variable),
subsequent own choice of quantity (independent variable), and the resulting market price (dependent
variable). The true demand function determines the observed market price given the quantities chosen by
each of the two firms. Hence, the observations through which each firm learns and updates its demand
mental model depend on the quantities chosen by each firm to optimize its profits given its mental model,
and the demand shocks observed at the start of the period.
In this scenario where both firms have the same structurally incorrect mental model, at the end of
every period, firms rationalize the observed outcomes by “running a regression” on the historical and
current observed data looking for the best explanation for the observed outcomes, i.e., it calibrates its
mental model. Since the x2 variable in each firm’s mental model is actually irrelevant to the true demand,
the coefficient estimate associated that that term (i.e. x2Q) will decrease in magnitude over time as more
observations are gathered. However, since the true slope of the demand curve is -15, the “slack” will be
picked up by the common slope term (i.e. x3Q) making it more negative than the correct initial prior of 10, as well as by the intercept estimate, making it smaller than the correct initial prior of 100. Thus, for
the negative idiosyncratic variable case, the firms end up estimating an overall flatter demand curve
relative to the true curve, and by a symmetric argument, an overall steeper slope than the true curve for
the positive case. The flatter (steeper) curve leads to an optimal quantity choice that is higher (lower) than
would be the case with a correctly estimated curve. Finally, since the optimal quantities for the currently
estimated case are exactly those that give the highest possible profit given that true underlying demand
curve, either deviation – both larger or smaller quantities – should lead to a decrease from that maximum
profit, exactly as seen here.
It is also important to understand why the incorrect mental model would estimate any slope at all
for the incorrect idiosyncratic term x2 that is independent of the true demand modifier term x1. First, recall
that the incorrect mental model is structured to reflect the belief that changes in x2 alter the slope of the
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demand curve, though in actuality it does not (since x2 is independent of the true x1 demand shock). Then,
changes in price that reflect changes in quantity in the incorrect model are essentially estimated on the
basis of a noisy Q alone rather than x1Q as in the correct model. The impact of Q implies that there will be
a slope estimated for the x2Q term: the contribution to the variation in p from the x1Q term has to be
picked up by the x2Q and x3Q terms, as well as by the intercept (leading the latter two to deviate from the
true priors). Since x2Q is partially correlated to x1Q via the Q component, it will pick up a non-zero
amount of that variation, resulting in a non-zero coefficient. In other words, the non-zero slope coefficient
for the incorrect term in our least squares mental model rationalization is generated by the impact of the
idiosyncratic term of the true demand function, acting through the total quantity.
Observation 4.2 a-c: For duopoly competitors that both hold the same structurally incorrect mental
model:
a) The rationalization of the observed market outcomes occurs by altering the slopes and intercepts
of the demand curve in their mental models, causing them to diverge from the true parameters.
b) In the negative idiosyncratic demand case, the overall estimated slope of the demand curve is
flatter than the true demand curve. This leads both firms to choose relatively higher quantities
than when both have structurally correct mental models. The higher overall total quantities lower
their relative performance. These effects persist over time.
c) In the positive idiosyncratic demand case, the overall estimated slope of the demand curve is
steeper than the true demand curve. This leads both the firms to choose relatively lower
quantities than when both have structurally correct mental models. The lower overall total
quantities lower their performance. These effects persist over time.
Stepping back from the specifics of the model, we observe that incorrect variables can persist with
non-zero weight in the mental models of agents even when they are “faced with real data”, going against
the intuition that repeated interactions in the real world should cause errors in mental models to be ironed
out. These variables can pick up the effects of actually relevant variables that have been omitted by the
mental model. Additionally, the rationalization process can lead the incorrect variables to distort the
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estimated parameters of the relevant variables, even moving them away from their original correct
estimates. Finally, these effects are persistent over numerous periods of interaction.
4.3 Duopoly Competition with Mixed Mental Models
We now analyze mixed settings in which one firm has a structurally correct mental model and the other
firm has a structurally incorrect mental model. Mixed mental model settings are particularly interesting
because they complicate the way each firm learns about demand. With the symmetric models that we
analyzed above, each firm correctly calculates what quantity was chosen by its rival because both are
using the same model. When firms have different models, each firm applies the wrong model to calculate
rival quantity (because of the self-reflective assumption) and, hence, incorrectly estimates the quantity
chosen by its rival, with direct consequences for learning about demand. This learning distortion – the
second component of dysfunctional learning alluded to earlier, also leads to persistent performance
effects.
Figures 3A-C plot the changes in each firm’s mental model over time for the negative
idiosyncratic demand case. In the figures the solid line (firm 1) represents the structurally correct mental
model firm’s coefficient estimate while the dashed (lighter) line (firm 2) represents the corresponding
estimates for the structurally incorrect mental model firm. The most interesting patterns in these
simulation runs is the evolution of the coefficient estimate for the idiosyncratic term (Figure 3A). It is not
surprising, given the previous pure incorrect case, to expect the coefficient estimates for the incorrect
mental model firm to rise from -5. Arguably more surprising is that the idiosyncratic term for the firm
with the structurally correct mental model falls from -5 to -5.94 in period 20 and then to -7.21 in period
100. This result is dramatically different than what occurred under the competition between two firms
holding structurally correct mental models.
Figures 3A-F:
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Figures 3B and 3C show that the least squares model produces some offset to the effect of the
idiosyncratic variable, but that offset does not prevent the structurally correct mental model firm from
having a steeper overall demand slope than its (structurally incorrect mental model) rival. Figure 3D
shows the resulting quantity choices in each period made by each firm. One feature of the quantity
choices is that they do not converge, but rather slightly diverge over time. This pattern is generated by the
way in which each firm is learning about demand, getting right to the heart of the second dysfunctional
learning component.
To understand how the learning dynamic works, consider how the quantities are chosen for a
succeeding period. At the conclusion of the current period, each firm recalibrates its mental model to
account for the price that it just observed given the quantity it chose and the quantity it believes its rival
chose. If the actual chosen quantities were different, then the price that is observed will systematically
differ from the price that was expected. Under a self-reflection-based belief about a rival’s model, each
firm believes that its rival chose the same quantity as it did. A firm that chose the relatively lower
quantity, say qL versus qH, would then expect, based on its mental model, a higher price than is observed
on average because the expectation of actual total quantity qH+qL is greater than 2qL. This observed lower
price is then rationalized through a combination of an overall increase in the combined steepness of the
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relevant idiosyncratic demand slopes b1 or b2 and the common term slope b3, and an increase in the
intercept a. Similarly, the other firm, which observed a higher price than expected, may estimate a flatter
overall demand curve and a smaller intercept.
The result of the updated demand slope coefficient estimates is that the firm that had previously
chosen a lower quantity will choose a quantity that is lower still, while the other firm (which chose a
higher quantity) will choose a still higher quantity. This choice and learning dynamic reinforces the
differences between the two firms: rather than moving towards convergence, the learning process
increases the differences.
There are two performance effects both of which can be seen in Figure 3F. First, firm 1 (with the
correct mental model) has an efficiency advantage over firm 2 (with the incorrect mental model) because
it adjusts its quantities according to the x1 and x3 demand shocks that correspond to the true demand
shocks whereas firm 2 adjusts to x2 and x3 with x2 being demand irrelevant. Thus, when both firms choose
on average the same quantity, the average profits for firm 1 are greater than that of firm 2. This efficiency
effect is visible in Figures 3D (Individual Firm Quantity) and 3F (Individual Firm Profit) in the initial
period where both firms choose the same quantity on average but firm 1 (correct mental model) has
higher average profits. The second, and ultimately more powerful quantity effect, is driven by the on
average larger quantities that firm 2 chooses as described above. Because both firms’ revenues depend on
a common price, the firm with the larger quantity will receive higher profits. Over time, the quantity
effect more than offsets the efficiency effect. In Figure 3F we see that by period 20 firm 2’s average
profits exceed those of firm 1.
The positive idiosyncratic term case shown in Figures 4A-F show a similar pattern to the negative
term case, but in reverse. The firm with the structurally correct mental model expects price to be higher
than it is, so it updates by decreasing the overall slope of demand (by increasing the positive slope on the
idiosyncratic term). The firm holding the incorrect mental model does the opposite.
Figures 4A-F:
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The simulation results for the mixed mental model simulations lead to the following summary
observations:
Observation 4.3 a-c: For duopoly competitors with differing (mixed) mental models,
a) The structurally correct mental model does not converge towards the true demand.
b) In the negative true idiosyncratic demand case, the overall slope elasticity is flatter for the
structurally incorrect model than the structurally correct model. This leads the firm holding the
structurally incorrect model to choose relatively higher quantities which, in turn, leads eventually
to superior relative performance. These effects persist over time.
c) In the positive true idiosyncratic demand case, the overall slope elasticity is flatter for the
structurally correct model than the structurally incorrect model but the intercept is relatively
lower. This leads the firm holding the structurally correct model to choose only slightly lower
quantities which allow that firm to maintain superior relative performance because it is more
efficient at optimizing quantity choices with demand shocks. These effects persist over time.
In summary, the rationalization process by which the firms explain market observations in a mixed
mental model setting reflect dysfunctional learning that persists over time and results in persistent
performance differences. The performance difference favors the incorrect mental model when the true
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idiosyncratic demand term is negative and the correct mental model firm when the demand term is
positive.
Stepping back again from the specifics of the model, we focus again on some general lessons. As
before, errors in the mental models do not self-correct over time when faced with more data. In fact,
initial distortions persist, and can actually worsen over time. Even the firm with initially structurally
correct mental model and correct priors get thrown off by the dysfunctional learning, causing its estimate
of the demand curve to diverge from the truth. Finally, perversely, in the negative idiosyncratic variable
case, the firm with the structurally incorrect mental model eventually outperforms the firm with the
structurally correct mental model, and the gap grows over time as both parties rationalize the market
outcomes through their mental models, making the effect even stronger – an outcome that has troubling
implications.
5. Robustness of Core Model
A major concern associated with highly structured models is that the reported results may not be robust to
changes in the model’s assumptions. Conventional economic models face some of these issues (e.g., the
structure of competition and what variables are observed) but lean heavily on generally accepted
assumptions including optimality and a common knowledge starting point which, for the purpose of
exploring mental models, assumes common knowledge of the full set of mental models that could be
held. Our approach departs by focusing on the other polar setting: what happens when there is no
common knowledge regarding a rival’s mental model. This position requires us to make a number of
strong assumptions regarding the structure of the interaction as well as the construction of the mental
models.
In this section we examine two variants of our core model to examine robustness of our results.
The first variant replaces the “self-reflective” belief about the rival’s mental model with an “industry
model” belief in which the rival’s mental model is assumed to involve only variables that are commonly
understood by the industry to be relevant for predicting demand slope. In the second variant, we build and
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analyze a model in which the unknown and unobserved variable is rival cost rather than rival quantity
choice.
5.1 The Industry Belief Assumption
The base model made a “self-reflective” assumption regarding the mental model projected on the rival.
This assumption has the advantage of simplicity, but it is natural to wonder if the results are specific to
that assumption, or are robust to changing it. In this subsection we report simulation results for an
alternative belief about a rival’s mental model in which both players believe their rivals are aware of the
common “industry” variable but unaware of the focal firm’s idiosyncratic variable. To maintain a
comparable initial demand structure we account for the “average” effect of the idiosyncratic variables
(e.g., b1x1) with a fixed coefficient b0 which is set to the b1 = b2 prior . Here, each focal firm is effectively
assuming that the rival is not as smart as the focal firm - not discerning enough to see the correct slope
modifier every period, but good enough to get the average value correct. Under this assumption, in
anticipating the actions of its rival, each firm uses a model (henceforth the “industry model”) in which the
only demand shock comes from the industry variable x3: 𝑝𝑡 = 𝑎 + (𝑏0 + 𝑏3 𝑥3,𝑡 )𝑄𝑡 . In a parallel
fashion, because the focal firm thinks the rival will have similar lack of information about the focal firm’s
mental model, the focal firm treats the rival as using the industry model when anticipating actions of the
focal firm.
Our general results from the base (self-reflective) model are robust to this alternate specification
of beliefs. Given space constraints, we restrict our attention to the mixed mental model and negative
idiosyncratic demand slope variable case. Results are shown in Figures 5A-F. In these figures the
“industry” model estimated by each firm is reported as a separate set of coefficient estimates in the
common term slope and intercept figures. These industry models also lead to beliefs about the quantities
chosen by rivals which are added to the individual firm quantity figure. The firm holding the structurally
correct mental model accurately estimates a steeper slope to the demand curve, while the firm with the
incorrect model estimates a flatter demand slope, with the consequence that the latter produces relatively
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more than the former and has higher profits (except for the “crossover effect” at the very beginning,
mentioned earlier in the core model), similar to before.
Figures 5A-F:

5.2 The Known Rival Quantity but Unknown Rival Cost Model
Our base model involves an environment in which each firm does not observe its rival’s quantity. In this
section we relax this assumption and allow rival quantity to be observed but now assume that rival costs
are unknown.
With different mental models, if rival or market quantity is observable and all other relevant
aspects of the rival are assumed to be known, then the actual rival quantity will not match the anticipated
quantity. This direct contradiction calls into question the part of a focal firm’s mental model that held the
rival to have the same mental model as the focal firm and might further lead the firm to question its own
mental model (e.g., through awareness of other mental models). Leaving the important question of search
for new mental models for future research, we instead appeal to the presence of multiple privately
observed factors which were assumed away in the base model that could explain such discrepancies. In
particular, we assume that firms lack knowledge of each other’s costs and explore how otherwise
discordant quantity observations may be rationalized through revisions to a firm’s beliefs regarding its
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rival’s costs. While unknown costs is certainly plausible, it exemplifies one of many “unknowns” through
which discordant observations may be explained.
Because marginal costs are now a major focus, we extend the base model to include a more
realistic quadratic costs assumption. In the simulation we assume that each firm believes that the rival has
quadratic costs of production and has a starting belief about those costs. Costs are not assumed to be
stationary over time.13 At the end of each simulation period, the observed history of prices and market
quantities are used to calibrate a firm’s current mental model of demand. Using the previous period’s
mental model of demand, the actual quantity chosen by one’s rival is then used to estimate the rival’s
previous period cost under the assumption that the rival had optimally chosen its quantity given the
previous period’s demand. In this way the firm rationalizes the unexpected quantities it observes.
We find that our previous results are robust to this alternate specification of the model. Given
space constraints, we again restrict our attention to the mixed duopoly and negative idiosyncratic slope
term case (Figures 6A-F). The firm holding the structurally correct mental model accurately estimates the
true demand parameters (since unlike earlier, all variables that are relevant to this estimation, including
the real total Q, are now accurately available to this firm), while the firm with the incorrect model
estimates a flatter demand slope with the consequence that it produces relatively more, similar to before.
The former firm observes an unexpectedly high quantity produced by its rival which leads the firm to
believe that its rival’s costs are lower than previously thought. A similar learning dynamic obtains. Firms
which previously produced a larger quantity, observe a subsequent price which is higher than expected,
and a rival quantity that is lower than expected. That firm now believes its rival’s costs to be higher—
which then leads to a larger quantity in the next period. The firm which previously produced the lower
quantity will see a lower price than expected and a higher than expected rival quantity, will update its
beliefs about its rival’s cost to be lower and, hence, will produce less in the next period. In terms of
performance, we find that the structurally incorrect mental model firm outperforms the structurally correct

A more realistic model would have own costs changing somewhat over time which would then be consistent with
changes in the estimates about rival costs.
13
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mental model firm in the negative idiosyncratic slope case (except at the very beginning, due to the
“crossover effect” described earlier for the base case) because of the strong bias towards optimism that
emerges from holding a model of demand with a flatter slope.
Figures 6A-F:

Thus, the results reported earlier do not seem to hinge on the assumption that rival quantity was
unobservable. Instead, as mentioned earlier, it just requires some variable that is relevant to the interaction
to be unobservable, giving at least one “degree of freedom” for the mental model rationalization.14

We also ran a few other specifications of the model for robustness checks and the main results were robust to
these variations. Among them, we allowed for an “aware” firm that is allowed to be aware of both the correct and
incorrect variables in its mental model. In this case, over time, the regression approach caused this firm to quickly
drop the incorrect variable (coefficient going to zero). Another variation tried was to introduce the demand shock
through the intercept term rather than the slope. Here too, the results were robust. Also, since the reported simulation
runs are averages over 10,000 runs, we checked whether the averages might be masking two or more pathologies of
interactions by examining runs that had the same starting draws for the demand shocks, i.e., rather than averaging
the results of the runs over the entire distribution of initial starting draws we examined subsets of runs which had the
same initial draw. These subset runs, while affecting the outcomes, still exhibited the same general characteristics as
the average characteristics from the entire distribution of runs.
14
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6. Discussion and Implications for Strategic Choice
The primary question we address in this paper is how different mental models affect learning and
competitive outcomes. While we discussed some of the more specific results of our study in the earlier
sections, in this section, we examine the general implications of our findings for strategy.
6.1 Searching for New Models?: Rationalization…and Persistence
Our modeling of firms’ mental models and their impact on learning and performance involves strong
assumptions regarding the search for mental models. We do not, for example, allow firms to hold
alternative mental models or to search for entirely new mental models. Hence, our model is most
appropriate for mental model environments where the firms do not deeply question the mental model they
currently hold, which implies a lack of awareness of other viable alternative mental models.
With alternative mental models, one has a potential scenario where a firm tracks and compares
the mental model alternatives against one another and “learns” which model offers a superior explanation.
Our current model is not set up to do this, because we neither start a firm with multiple possible mental
models nor allow a firm to change the underlying structure of the mental model with which it operates. 15
Our setup, of course, could be adapted to handle the former as simple alternatives assumed at the start of
the simulation. More interestingly, however, is the latter model in which search for new mental models
and the identification of these alternatives are endogenous to the process.16
While understanding such global search is of great importance, it should be remembered that
firms in our model do revise their mental models in response to new observations. In fact, it is precisely
this rationalization of new observations that may prevent a search for distinctly new mental models.
Furthermore, the flexibility inherent in many of the models and frameworks used to explain and make
However, as mentioned earlier, we did run a specification of the model where we allowed for an “aware” firm that
was allowed to be aware of both the correct and incorrect variables in its mental model, and our main claims were
robust to this.
16 This is an area of research beyond the scope of this paper, but is part of our immediate agenda. To be sure, there
are environments where firms may be aware of other explanations that have core differences from the one that they
hold. We argue, however, that it is common to be in an environment where the other explanations of which a firm is
aware consists of variations which, in our simulation model, are modeled as different coefficient estimates over a
given set of core explanatory variables. In our first pass at this problem, holding the same core explanatory variables
implies that a firm’s beliefs about its rival’s mental model is (structurally) the same as its own mental model.
15
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sense about the business and market environment enables rationalization, and also allows different firms
in an industry to hold different mental models even with common observations. When the firms are
inherently different, perhaps because they are new entrants, are from different countries, or different
industries, the prospect of differences in mental models seem even more likely. Seen another way, a
manager may think he or she is open to new explanations when in reality (thinking “out of the box”), he
or she is only willing to entertain models built around assumptions common to the incumbent model
(thinking “inside of the box”).17
Finally, an additional impediment to change is created when one’s mental model dictates in part
what observables a decision maker or an organization collects. Then, it is quite possible that the
observations that would prompt questioning of one’s model are not given any attention. This problem is
not unlike the problem of surveying existing customers which may cause one to misunderstand potential
customers (e.g. Christensen & Bower, 1996).
We speculate that rationalization as a mechanism for avoiding real change works best in the
absence of some troubling performance or explanation gap, which is something our simulations can
address. Such gaps fall into two major buckets: ability to deliver economic performance and ability to
explain. In the context of our specific model, these translate into either (1) a poor relative market
performance (compared with your rival) or, arguably less likely in real-world situations, (2) low (and/or
decreasing) explanatory power of the incumbent mental model.
If relative market performance triggers a search for new mental models, firms with structurally
correct mental models are more likely to search than firms with incorrect mental models under a broad set
of circumstances. When, for example, true demand involves a negative idiosyncratic slope variable,
structurally correct mental model firms have own models that better explain demand (had higher adjusted
R-squareds, not reported here), but suffer in competition with the firms holding structurally incorrect
Mental models as “regressions” suggest that firms with common variables in their model have shared, almost
modular, logic with each other. But if the complete model is a representation of a unified explanatory theory,
different models may have no variables in common and, hence, breaking from one’s existing mental model would
require a stronger impetus than one would normally associate with “adding” or “subtracting” an additional
component to the explanation.
17
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mental models. Whether correct or not in explanatory performance, the profit performance of these
models appears relatively weaker. This could lead to an ironic situation where correct explanations
prompt search that leads leading to replacement explanations that are presumably less correct. We should
caution that the questioning can take two different forms. It could be that the firm thinks its explanation
of demand is incorrect or that its beliefs about its rival’s mental model (or costs) are incorrect.
In contrast, in those same circumstances the structurally incorrect mental model firms have better
profit performance even though their explanatory performance is declining (reflected in adjusted Rsquareds, not reported here). In the unlikely situation that such a fall in explanatory power causes soul
searching in these firms18, it might trigger these firms to search for an improved explanatory model, and
once discovered and implemented may result in declining profit performance. The reward to a better
model may be lower profits… a worrisome conundrum to be sure.
6.2 The Benefits of Greater Knowledge about One’s Rival
Our discussion of the self-reflection and industry model beliefs that a firm could have about the other
firm’s model of demand highlights the importance of one’s belief about the rival’s model of demand. In
the mixed model setting, for example, the firm holding the “correct” structural model of demand does not
actually have a fully correct mental model of the competitive environment because it holds an incorrect or
incomplete belief when it believes its rival has the “same” model or the “industry” model of demand,
respectively.
Does improved knowledge of a rival’s mental model improve performance? After all, such
improved knowledge results in better learning from market observables and this is more than just
understanding the market environment better—we have already seen that structurally correct mental
models of demand can founder on incorrect beliefs about one’s rival’s less correct mental models. What
would happen, for example, if the firm with the structurally incorrect mental model knew the rival firm’s
For firms with deep beliefs in their mental model of demand, it may not be so troubling that the amount of
variance explained by their model is not high. The lower adjusted R2 would be explained by appealing to demand as
inherently noisy. More troubling is the decline in adjusted R 2. One might think this metric would eventually trigger a
rethinking of the mental model of demand. But even this need not happen in reality, where we believe it is much
more likely that mental model searches are triggered by poor relative performance.
18
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mental model? Assuming that the structurally incorrect mental model firm does not adopt the rival’s
model, knowledge of the rival model would lead the structurally incorrect model firm to better estimate
demand because it is no longer misinterpreting price signals. Under the self-reflective belief about the
rival’s mental model, the focal firm would have, in a variety of circumstances (for instance, mixed model
with negative idiosyncratic slope term), produced more quantity than it would with this new knowledge
of the rival’s actual model. Thus, better knowledge of a rival’s model could benefit total industry profits,
but not necessarily the focal firm’s profits.19
By learning the rival’s mental model, the focal firm no longer operates in possibly blissful
ignorance, to its detriment or benefit. First, the self-reflection notion is pierced, which has the direct effect
just described, but the focal firm is now also forced to think about how the rival views its mental model.
Previously, the focal firm was unaware that different mental models could be held by relevant market
participants and assumed the rival has the same view as it has. Second, the focal firm now has an
alternative mental model that it can test against the history of market observations. Finally, if the rival has
a different mental model, the focal firm may now decide to educate its rival about the focal firm’s mental
model.
6.3 Mental Models as Unconscious Commitments
One message from the simulation results is that even apparently inferior mental models may generate
superior relative performance. A mental model of demand, for example, that incorrectly predicts higher
levels of demand may be advantageous relative to a more accurate model of demand (in some cases)
because it leads the firm to produce relatively higher output. In this way, mental models have
characteristics that seem like commitments to a particular type of competitive analysis and, like
conventional commitments, can have powerful consequences.
We call these commitments unconscious because they typically lack some of the features of
conventional commitments. In particular, the focal firm may be unaware that its mental model would be

There is of course the complication involved in what the focal firm will believe about the rival’s view of the focal
firm beliefs.
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seen by its rivals as a commitment to a model of analysis that differs appreciably from that of its rivals.
In the usual commitment story, the focal firm takes an action to which a rival responds. Awareness of the
commitment by the rival is essential, of course, because otherwise the rival will not adjust its actions in
response to the commitment. But in the mental model application, actions are not necessarily taken by the
focal firm to create a commitment, nor is the rival always aware of the focal firm’s manner of analysis. 20
Our simulation models a polar case in this regard as we assume that the focal firm is unaware that it is
committed to a particular mental model and the rival is unaware of the focal firm’s mental model. One
can, however, easily imagine circumstances where the focal firm affirmatively institutionalizes a
particular mental model into its organizational routines or structure making it difficult to change mental
models or where a rival is aware of the mental model used by its rival. In the former circumstance, the
commitment would be more conscious—at least to the planner who works to institutionalize the model—
while in the latter, the commitment might remain completely unconscious to the focal firm.
7. Conclusion
Our analysis focuses on the performance consequences of a market competition between two firms with
possibly different mental models about demand. Among other results, we find that when the firms are
unaware that each other’s mental models differ, the firm with a superior understanding of demand may
still persistently underperform its more confused rival. This outcome emerges from the dynamics of
learning that is structured by each firm’s mental model.
In our mixed mental model analysis, we assumed that firms competed using different mental
models about demand. One might wonder, however, whether competitive forces would eliminate firms
with inferior mental models, thereby leading to markets in which remaining firms hold relatively
homogeneous mental models. But our results show that superior own knowledge is insufficient to
guarantee superior long-term performance when firms rely on jointly determined data such as market
price to learn about demand. Hence, competition will not only sometimes fail to produce this salutary
Alternatively, one might think of a mental model as a firm “type” as understood in a conventional game-theoretic
analysis. But this analogy also has problems; one normally thinks of a type as being immutable and one’s mental
model is in continual revision and could also be replaced by a different mental model.
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effect, it could have the opposite effect. These results also underscore the importance for learning
purposes of separating observations that are independent of others’ actions and from those that are not.
And, regarding the latter, that inferences drawn from those observations may crucially depend on the
other actors’ relevant mental models.
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Appendix
Specific Implementation of Core Model Simulation
Figure A1 depicts a flow chart of the simulation model from the viewpoint of firm i. Here we designate a
mental model for firm i in period t as Mit(Xi,Bj, Hit) where Xi represents the structure of firm i’s mental
model about demand, Bj represents the other relevant beliefs held by i (e.g., firm i regarding firm j’s
mental model), and H represents the history of i’s observations augmented by a set of observations that
constitute the prior as represented by preplay data. In the base model (i.e., the “self-reflective” model
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where each firm believes the other firm has the same mental model as itself), Xi=Bj. Finally, M*
designates the true model of demand.

Figure A1: Flow Chart of Simulation Model

The core model is implemented as follows:
1. Assign each firm, i and j, a correct (x1) or incorrect (x2) demand shock variable and a common x3
demand shock in their mental model of the demand function.
2. Seed the firms with initial calibrations of the parameters (estimates of the intercept ai,1 and slope
coefficients bi,1 and b3,1 for firm i and aj1, bj1, b3,1 for firm j). For this model, we ensure that the initial
priors are correct: intercept a=α and idiosyncratic slope coefficient b1=β or b2 =β where α and β are
the true demand values (or “correct” if having the wrong variable, but starting with the true values).
3. Use these initial priors to randomly generate preplay data consisting of Y observation vectors that are
consistent with the initial priors and the appropriate mental model of demand. These observations are
generated using randomly drawn quantities with mean 2 which is intermediate between quantities that
are chosen under the typical negative and positive idiosyncratic demand cases..
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4. Randomly draw values of x1,t, x2,t, and x3,t (from a normal distribution with mean 1 and standard
deviation 0.3). Each firm only observes the value for the variables which are present in its mental
model.
5. Firms i and j choose output quantity qi,t and qj,t, respectively, based on observed xts and preplay data
in the first period and preplay data and observation history in subsequent periods (which was used to
calibrate the mental model).
6. Given the quantity choices of the firms, the market clears according to the true demand curve,
generating a price. This price is observed by the firms.
7. Firms recalibrate their demand curves based on all available historical data at that point. In our model,
this is done though a simple OLS regression of price against the mental model.
8. Repeat from step 4 over 100 periods.

In each iteration, we track multiple variables of interest for each period: the quantities chosen by the
firms, the resulting prices, the profits, as well as the estimates of the intercept a and slope coefficients bi.
The above steps are then repeated for 10,000 iterations to smooth over stochastic noise. We also make
boundary condition assumptions (e.g. on firms’ production capacity) to avoid demand and choice
anomalies.
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